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Hume and the Fiction of the Self
Abstract: In the Treatise, Hume attempts to explain why we all believe that the self is a single unified entity that persists over time, a belief which Hume calls a fiction. In this paper, I demonstrate how Hume uses a type of functional explanation to account for this belief. After explicating Hume’s view, I shall argue that it faces two related problems, which constitute a sort of dilemma. In the final section, I show how one of the horns of this dilemma is plausibly what troubles Hume in the famous Appendix passage where he retracts his positive account of personal identity. 
1. Introduction
It seems to be commonsense that each of us is a self or person, in the sense of being a special sort of unified entity that has conscious experiences, thoughts, memories, and feelings, and that persists over time despite undergoing rather significant psychological and bodily changes. But do we have any reason to take this seriously? That is, do we have any reason to think there really are persisting selves or persons in the world in addition to human beings? A skeptic claims we do not. For instance, Thomas Metzinger writes that ‘there seems to be no empirical evidence and no truly convincing conceptual argument that supports the actual existence of a self.’ (2011, pg. 281) But if this is right, if there is neither evidence, nor argument for the existence of a self, then why do so many of us believe that selves exist?  

To answer this last question is to give an error theory for our belief in the existence of a persisting self. Not all skeptics offer such a theory, but perhaps the most influential one lies at the heart of David Hume’s discussion of personal identity in the Treatise of Human Nature.  In 1.4.6, Hume explicitly denies that we have reason to believe in the existence of a persisting unified self. However, his primary concern throughout this section of the Treatise is to explain why it is that each of us naturally believes that he or she is a single unified self which persists over time.
 
Hume repeatedly calls this belief in a persisting self a 'fiction'. This is a term he uses throughout Book I of the Treatise to describe many of our most basic thoughts about the world, including, among other things, our beliefs in the existence of enduring mind-independent objects (T 1.4.42-44; SBN 209-210), in the existence of time without change (T 1.2.11; SBN 37), and in the unity of certain collections (T 1.2.2.3; SBN 30-31). Unlike the fictions that we might find in a fairy tale or dream, Hume observes that certain fictions can be found in nearly every human mind; they seem to be universal features of human cognition. Let us therefore call them common fictions.
  Much of Book I of the Treatise is devoted to explaining our beliefs in the existence of common fictions and, although Hume offers a slightly different explanations for each one, his various explanations share important structural elements. Thus, I think we can gain a better understanding of why Hume thinks we each believe in the existence of a unified persisting self, by appreciating his general approach to explaining our beliefs in other common fictions.
The strategy that Hume uses most frequently is to explain the existence of a common fiction by appealing to its function.
  Specifically, Hume thinks the mind generates or ‘feigns’ a common fiction because it relieves psychological tension. For example, as we will see in much more detail later, Hume thinks that if we look at an oak tree, then turn our attention away from the tree for a few moments, and then return to looking at the tree, it will feel like we are experiencing a single unchanging object. Yet, because the sequence of our experiences of the oak tree is manifestly interrupted, we are aware of a difference between our distinct experiences of the oak. For this reason, there is a kind of psychological tension between what we are aware of, namely the distinctness of the token experiences, and how those experiences feel, namely identical. Hume’s view is that the mind generates the fiction of a persisting mind-independent oak tree because it relieves this psychological tension. This is a brief illustration of how Hume invokes the function of a common fiction to explain its existence.  
For Hume, once we understand how a common fiction is generated, we do not need to look for some additional explanation for why we believe the common fiction exists. This is because, on Hume’s model of belief, the psychological processes that generate a fictional idea are not wholly distinct from the ones that establish beliefs. For Hume, beliefs are a subset of ideas; so, if a particular psychological process generates an idea with a degree of vivacity above a certain threshold, that idea will simply be a belief (T 1.4.2.42; SBN 209; cf. Ainslie 2015 Ch. 1; cf. Pears 1990 Ch 5). Since we know from observation that we actually do believe in the existence of common fictions, explicating the underlying psychological processes which produce them just is explaining why we believe common fictions really exist.  
In this essay, I shall argue that Hume’s account of our belief in a persisting self is a type of functional explanation. In the following two sections, I shall explicate key aspects of Hume’s proposal in order to bring out more clearly how he thinks the fiction of a persisting self functions to relieve psychological tension. I shall also demonstrate how Hume explicitly uses language suggestive of this functional role.
  

Once we understand Hume’s error theory, we shall turn to the question of whether it is credible. In sections four and five, I shall argue that Hume’s theory faces two closely related problems. The first arises because of a certain conception of the nature of perceptions that I think tempted Hume throughout the Treatise, a conception which, adopting Barry Stroud’s terminology, I shall call Personal Bundles. According to the Personal Bundles conception, certain collections of perceptions are naturally organized into associatively-related sequences or ‘bundles’ prior to an agent reflecting upon them or remembering them.  For instance, Hume thinks a collection of distinct oak-tree perceptions would be naturally organized by associative relations of resemblance, contiguity, and causation into a bundle.  Similarly, according to the Personal Bundles conception, certain collections of perceptions would also naturally organized by associative relations into bundles, namely the bundles which we take to constitute persons or selves.  As I shall show, there is textual evidence that indicates Personal Bundles was at least appealing to Hume, even if he did not explicitly endorse it. However, I shall also argue that Hume could not ultimately endorse the Personal Bundles conception, because it would make the fiction of the self functionally redundant. This is the first problem facing Hume’s error theory.  

As I interpret Hume, by the time he writes the Appendix, he no longer seriously entertains the notion that certain collections of perceptions are naturally organized into personal bundles. Instead, Hume now thinks that the collection of perceptions which a subject takes to constitute a persisting self, the perceptions that comprise a personal bundle, stand in associative relations of resemblance and causation only after the subject reflects upon them. Let’s call this conception of how perceptions are organized Introspective Reflection.  As we will see, adopting the Introspective Reflection conception would allow Hume to avoid the functional redundancy problem just mentioned but, as I shall argue, it presents him with a different, and equally serious, problem. Specifically, given Hume’s imagistic theory of ideas, it is very difficult to see how the Introspective Reflection conception could possibly be true. This is the second problem facing Hume’s theory. 
Taken together, these two problems constitute a kind of dilemma for Hume. Either the perceptions that are fictionally identified as a persisting self are organized into personal bundles prior to reflecting upon them, or they are so organized after one introspectively reflects upon them.
 Either way, Hume’s theory faces a problem.     
It is well-known that Hume himself came to believe his account of personal identity was defective. Yet, even though he famously retracts his positive proposal in the Appendix, there is no clear statement in the text of what he found problematic. Could the dilemma identified in this essay be what worried Hume? This question brings up a familiar topic in Hume scholarship. Over the years, Hume scholars have presented a truly remarkable number of distinct interpretations of Hume’s retraction in the Appendix. Of these, more than one strikes me as plausible.
 This is because the text of the Appendix is so vague that it can easily support several different readings. For this reason, I believe we will never settle the interpretive question of what exactly Hume found problematic with his positive account of personal identity. Nevertheless, the text of the Appendix can reasonably be interpreted in a way which is consistent with the second horn of the dilemma presented in this essay. I shall therefore offer such a reading of the Appendix in section six, and briefly situate my interpretation among the outstanding number of existing alternatives. 

2. The Common Fiction of the Self
When Hume first mentions the topic of personal identity, he warns his readers that ‘there is no question in philosophy more abstruse than that concerning identity, and the nature of the uniting principle, which constitutes a person.’ (T 1.4.2.5; SBN 189) Hume immediately claims that there is no sensory impression from which we can directly copy the idea of a persisting self; nothing of this sort originates in any experience. Even when we self-consciously turn our attention inward, toward the contents of our own minds, we grasp only individual momentary perceptions, particular thoughts, sensations, or feelings. As Hume famously puts it:

For my part, when I enter most intimately into what I call myself, I always stumble on some particular perception or other, of heat or cold, light or shade, love or hatred, pain or pleasure. I never catch myself at any time without a perception, and never can observe any thing but the perception. (T 1.4.6.3; SBN 252)
Hume has given other arguments (T 1.4.2; SBN 188-215; T 1.4.5; SBN 232-251) for thinking that perceptions are the only things that we are ever directly aware of. Regardless of whether he intends those arguments to be conclusive, Hume also maintains that we have no reason to think perceptions existentially depend on a self or substance.
 As he claims ‘since all our perceptions are different from each other, and from everything else in the universe, they are also distinct and separable and may be consider'd as separately existent, and may exist separately, and have no need of anything else to support their existence.’ (T 1.4.5.5; SBN 233) This last conclusion is reiterated right at the beginning of the section 'Of Personal Identity' (T. 1.4.6.3; SBN 252). But, if this is right, then why do we have ‘so great a propension to ascribe an identity to these successive perceptions’ (T.1.4.6.5; SBN 253)?  Why do we take a succession of distinct perceptions ‘which succeed each other with an inconceivable rapidity’ (T.1.4.5.4; SBN 252) to be a unified persisting entity?

In his attempt to answer this question, Hume actually sets out to accomplish two tasks that are not always distinguished (cf. Garrett, 2015, Ch. 7). First, he analyzes what he calls the 'true idea' of the self (Ainslie, 2008; Garret, 2011; Green, 1999; Winkler, 2000). According to Hume, the content of the idea of the self we actually possess is that of ‘a heap or collection of different perceptions united together by certain relations’ (T.1.4.6.19, SBN 261; T 1.4.2.39; SBN 207). This is Hume’s so-called ‘bundle theory’ of mind. To the extent that we are in a position to speak meaningfully about a ‘self’, to the extent that the term is not simply empty, it is because it refers to a collection of related perceptions; in other words, a ‘personal bundle’.
 
Hume also thinks we ordinarily think of a personal bundle as a single unified thing that persists ‘thro the whole course of our lives’ (T.1.4.6.5; SBN 253). So, his second task is to explain why we believe a bundle of changing perceptions is ‘possest of an invariable and uninterrupted existence’. (T. 1.4.6.5; SBN 253; T. 1.4.2.39; SBN 207)


Hume explicitly claims that ‘the identity, which we ascribe to the mind of man, is only a fictitious one.’ (T 1.4.6.15; SBN 259) To ascribe fictitious identity just is to take a bundle of distinct perceptions to be as a single unified thing that persists through time. The identity is ‘fictitious’ because the personal bundle is not a single unified thing, but is rather a collection of constantly changing perceptions. It is therefore not strictly identical at different moments in time. Because each of us does believe in the existence of a unified persisting self, ‘ascribing identity to these successive perceptions’ qualifies as a common fiction. 
3. The Function of Common Fictions

Throughout the Treatise, Hume relies on principles of association to explain the existence of common fictions, such as our ascription of identity to ‘plants, and animals, and ships and houses’.  It is therefore not surprising that he believes the explanation of the fiction a persisting self ‘cannot, therefore, have a different origin, but must proceed from a like operation of the imagination upon like objects.’ (T 1.4.6.15; SBN 259) 

The 'operation of the imagination’ to which he refers in this last passage is its propensity to, in Hume’s words, 'transition' easily between different ideas that stand in associative relations.  Specifically, Hume thinks that when the objects of two or more ideas are spatially contiguous, or resemble one another, or are causally related, our imagination strongly associates ideas of those objects, and it is naturally conveyed from one idea to the other. (T 1.1.4, SBN 11) An entire sequence of ideas related in one or more of these three ways ‘facilitate[s] the transition of the mind from one object to another, and render[s] its passage as smooth as if it contemplated one continued object.’ (T 1.4.6.6; SBN 254) Considering an example can help us see more clearly what Hume means. I shall intentionally oversimplify the example in order to make a few key points vivid.
 

Suppose I observe an oak tree constantly between 11:00 am and 11:05 am, and suppose further that my observation of the oak during this interval is invariable and uninterrupted.  That is to say that the oak tree that I am looking at does not change in any way (if one finds this difficult to imagine, one can shorten the interval).  Because there is no variation or interruption in my perception of the tree, it feels like I am looking at a single object, an object that Hume describes as ‘stedfast and unchangeable’ (T 1.2.5.11; SBN 37).  Given certain other conditions, such as the coincident occurrence of a succession of perceptions (T 1.2.5.29; SBN 65), I will naturally take the oak tree to be a single unified entity that persists over time (cf. Ainslie, 2015, Ch. 3; Baxter, 2009; Green, 1999).  This means that if I were to reflectively consider my experiences of the oak tree at two different times, say at 11:00 am and 11:04 am, I would take them to be experiences of a persisting or ‘steadfast’ tree.  In Hume’s words, I ‘suppose the change to lie only in the time.’
 (T 1.4.2.33; SBN 203; cf. Roth 1996) 
Now suppose I turn my attention away from the tree toward something else, like the sky, and then, at 11:06, I return to the tree for another few minutes. My perceptions of the oak-tree have now been interrupted and, importantly, I am directly aware of this interruption. It is therefore quite evident to me that the oak-perceptions from 11:06-11:10 are not identical to the perceptions from 11:00 to 11:05. Yet, in spite of this manifest difference, the two sequences of oak perceptions greatly resemble each other, and Hume thinks that ‘the smooth passage of the imagination along the ideas of resembling perceptions makes us ascribe to them a perfect identity.’ (T 1.4.2.36; SBN 205) That is to say Hume thinks that the psychological progression from the ideas of the oak at 11:00 all the way to the idea of the oak at 11:10 is so smooth and easy that, despite the manifest interruption at 11:05, it feels just like the psychological process of considering an uninterrupted and invariable oak from 11:00 to 11:05. Because of this, Hume thinks that we will ascribe a ‘identity’ to the oak tree in the second, interrupted case.  
Hume describes this process as follows:

That action of the imagination, by which we consider the uninterrupted and invariable object, and that by which we reflect on the succession of related objects, are almost the same to the feeling. (T 1.4.6.6; SBN 253-254; cf. T. 1.4.2.35; SBN 204)

Since these two distinct psychological processes 'are almost the same to the feeling' our mind naturally confuses them and comes to believe, when faced with a succession of obviously distinct perceptions, that there is a single mind-independent object in the external world, viz., a mind-independent oak tree (cf. Ainslie 2015, Ch. 3; Garrett 2015, Ch. 3). That is, we mistakenly think there is something uninterrupted and invariable that endures despite the manifest changes in our experiences of the world, a ‘continu'd being, which may fill those intervals, and preserve a perfect and entire identity to our perceptions’.  This belief in the existence of a mind-independent object is a common fiction (T. 1.4.2.36; SBN205).
The basic structure of Hume’s explanation consists of the following four steps:
 
Step 1:  Members of a sequence of perceptions stand in associative relation R 

(contiguity, causation, or resemblance).


Step 2: (i) Relation R causes the imagination to be easily 'conveyed' between the 
members of this sequence, even though (ii) the mind is immediately aware of a manifest 'interruption' in the sequence (e.g., {A1, B, A2}) 

Step 3: The psychological process in Step 2 feels just like a different psychological 

process: ‘considering’ and uninterrupted and invariable object (e.g., considering the unchanging oak tree from 11:00 to 11:05).

Step 4: The feeling of similarity in Step 3 generates a common fiction F.
Each step contributes to explaining why the mind generates F. Relation R causally explains the disposition of the imagination to strongly associate ideas of things which are distinct (Step 2). For Hume, the transition from Step 1 to Step 2 is a fundamental aspect of human psychology—it is just how the imagination works (T. 1.1.6.6; SBN 13).  Another empirical fact is that the transition from an idea of A1, to an idea of B1, to an idea of A2, feels just like the psychological process of ‘considering’ an invariable and uninterrupted object (Step 3; T 1.2.5.20; SBN 60-61). But why does this lead to the genesis of F in Step 4?  Why does the fact that two different psychological processes feel the same way cause the mind to generate a common fiction?  


Hume cannot think the feeling in Step 3 is causally sufficient for generating F because, at least sometimes, that same feeling occurs when we are actually considering an uninterrupted and invariable object. But, in those cases, the mind does not generate any fiction of a mind-independent object. So, in order to explain why the mind generates F, Hume appeals to the fact that F resolves a kind of psychological tension or instability. Even though the process in Step 2 feels just like the process of considering an uninterrupted and invariable object, there is an obvious interruption in the sequence of perceptions. Because of this, we become directly aware of the difference between A1 and A2. Our minds are thereby subject to a sort of tension between what we are directly aware of, namely a difference between A1 and A2, and what we feel, that A1 and A2 are not at all different.
      


Here is how Hume describes the conflict:

The smooth passage of the imagination along the ideas of the resembling perceptions makes us ascribe to them a perfect identity. The interrupted manner of their appearance makes us consider them as so many resembling, but still distinct beings, which appear after certain intervals. The perplexity arising from this contradiction produces a propension to unite these broken appearances by the fiction of a continu'd existence. (T 1.4.2.36; SBN 205)


Or again:

Now there being here an opposition betwixt the notion of the identity of resembling perceptions, and the interruption of their appearance, the mind must be uneasy in that situation, and will naturally seek relief from the uneasiness. (T 1.4.2.37; SBN 206)

Contrary to what Hume claims, the feeling of similarity in Step 3 does not literally contradict our awareness of the difference between A1 and A2. Rather, the issue it that the feeling strongly disposes the mind to identify A1 and A2, while, at the same time, the mind is also aware of their distinctness. This creates a tension between what we are aware of (distinctness) and what we are disposed to believe (identity). The mind needs to relieve this internal tension somehow, and the way it does so is by feigning the idea of a unified entity that persists behind the perceptions. As Hume says, the mind generates a fiction of a mind-independent object in order to 'unite' manifestly different perceptions. In fact, Hume even says the mind forms F so that it can 'justify' assenting to the way the psychological process in Step 3 feels. This is language that clearly invokes the function of F to explain its existence. In Hume’s view, F resolves psychological tension because it allows us to think of all the A-perceptions, both the ones before and the ones after the apparent interruption, as appearances of a single object. It is because it performs this function that the mind generates, and comes to believe in the existence of F.    


We can briefly illustrate this model using the previous example. Take two distinct perceptions Oak-1 and Oak-2 that occur within an manifestly interrupted sequence (e.g., {Oak-1, Sky, Oak-2}). These two perceptions resemble each other and are causally related (Step 1). This leads the imagination to transition in a smooth and easy manner from the idea of Oak-1 to the idea of Oak-2 (Step 2). This psychological transition feels just like the process of considering an uninterrupted and invariable oak tree (Step 3). And, this feeling of similarity is sufficient to dispose the mind to ‘identify’ Oak-1 and Oak-2, but doing so would cause a problem because the mind is directly aware of the fact that it is presented with two distinct things. So, the mind generates a common fiction of a mind-independent oak tree in order to alleviate the tension created by the conflict between its awareness of the difference between Oak-1 and Oak-2 and its disposition to identify Oak-1 and Oak-2 (Step 4). The fiction of a persisting oak tree is formed because it accounts for or ‘justifies’ the feeling in Step 3 in the face of the apparent difference between the perceptions.     

Because Hume thinks this model of functional explanation successfully accounts for common fictions of material objects, it strikes him as a natural option for explaining the fiction of a persisting self. In the case of the self, however, Hume claims that we can ignore the associative relation of contiguity, because the perceptions within a personal bundle are related only by resemblance and causation. Moreover, it is important to note that the relevant psychological progression now involves an association among what Hume calls a ‘train of past perceptions’ (App 20; SBN 635; T 1.4.6.16, SBN 260). The identity we 'fictionally' attribute in the case of the self is the result of a ‘union of their ideas in the imagination, when we reflect upon them.’ (T 1.4.6.16; SBN 260) This is to say that the objects being fictionally identified are themselves perceptions.  
It is perhaps not surprising that an associatively-related sequence of perceptions does not immediately generate the fiction of a self prior to reflection upon it. In the first instance, ideas and impressions focus our attention on their intentional objects, on, for instance, an oak tree, or a table, or the sun. For Hume, unlike for Locke, it is only when ‘we reflect upon’, our perceptions that we are in a position to think or become aware of them as perceptions (T.1.4.6.16; SBN 260).
 This is partly why Hume thinks memory is necessary for the belief in a persisting self. In Hume's words, it ‘alone acquaints us with the continuance and extent of this succession of perceptions.’ (T 1.4.6.20; SBN 261) Hume thinks that it is because reflecting upon a sequence of perceptions feels just like contemplating a single unified thing that we attribute identity to that bundle of perceptions. In other words, we come to believe that the bundle is a persisting unity, namely the self.

4. Personal Bundles and The Limits of Functional Explanation
In Hume's system, there is no sense in asking whether or not the intentional objects of our ideas really stand in associative relations. This is easy to overlook because Hume deliberately interchanges the terms 'object' and 'perception' in Treatise 1.4.2. (T. 1.4.2.31; SBN 202)
 Nevertheless, Hume’s considered view is that a bit of simple reasoning shows that we have no reason to think the objects represented by our ideas or sensory impressions exist when we are not thinking about them (T. 1.4.2.47; cf. McCrae 1985). So, there is no point to asking whether a sapling is really causally related to a full-grown oak tree, or whether the former really resembles the latter. 
There is, however, one crucial exception to this. It is not true when it comes to perceptions themselves. We clearly do have good reasons to think our perceptions exist independently of, and prior to our reflecting upon them (T 1.4.6.3; SBN 252). Moreover, prior to reflection, perceptions typically already stand in determinate associative relations to one another. As Hume tells us, ‘impressions give rise to their correspondent ideas; and these ideas in their turn produce other impressions. One thought chances another, and draws after it a third, by which it is expell’d in its turn.’ (T 1.4.6.19; SBN261).  Similarly, Hume professes that the ‘true idea’ of the mind is the idea of a system of perceptions ‘link’d together by the relation of cause and effect, and mutually produce, destroy, influence, and modify each other.’ (T.1.4.6.10; SBN 261)

This fact about perceptions, that they stand in associative relations like causation or resemblance prior to our reflecting upon them, strongly suggests the following picture. According to a view which I shall call Personal Bundles, the collection of perceptions which one identifies as a persisting self are naturally organized by certain associative relations into personal bundles. In other words, they are organized by associative relations into sequences that we take to be persisting selves. Since perceptions are so organized, reflection upon this type of sequence simply makes us aware of these associatively-related personal bundles, and this is what generates the belief in a persisting self.

At various points in the Treatise, it seems to me that Hume is attracted to the picture suggested by the Personal Bundles conception. For instance, it is the sort of view expressed by his claim that if we could 'observe the succession of perceptions, which constitute' another person's mind, we would find a 'chain' of 'resembling perceptions.' (T.1.4.6.18; SBN 259) The chain metaphor suggests that the collection perceptions constituting another mind are linked together by associative relations of causation and resemblance before we observe them. We also find an expression of Personal Bundles in Hume’s characterization of the mind as a ‘system of different perceptions....which are link'd together by the relation of cause and effect.’ (T.1.4.6.19; SBN 261) If the perceptions which comprise a mind are link'd by 'cause and effect' before one reflects upon them, then one would naturally expect those associative relations (Step 1) to cause the mind to associate ideas of those perceptions when it reflects upon them (Step 2). The remaining two steps of Hume's functional explanation would follow accordingly. Finally, the Personal Bundles conception is also expressed by Hume assertion that our memory ‘does not so much produce as discover personal identity, by showing us the relation of cause and effect among our different perceptions.’ (T 1.4.6.20’ SBN 262).  Memory could show us causal relations among our perceptions only if they were already so related.  
Despite this textual evidence that the Personal Bundles conception was at least appealing to Hume, I do not think it is a conception that he could have easily endorsed.  This is because if relations of resemblance or causation were to organize certain collections of perceptions into personal bundles prior to reflection upon them, then there is a real risk that the fiction of the self would be functionally redundant. This is because any feelings of similarity caused by the smooth progression of reflecting on the members of a personal bundle (Step 3) could be adequately accounted for by other common fictions, such as the various fictions of mind-independent objects. As we have seen, these common fictions make sense of the mind’s disposition to strongly identify distinct perceptions which stand in relations of resemblance or causation. So, why would the mind not simply redeploy those same fictions to make sense of its disposition to identify the distinct perceptions it reflects upon?  Why would the mind need another common fiction of a persisting self?
  

Consider resemblance. Suppose I reflect upon my experience of seeing an oak tree yesterday morning, then I reflect on my experience of eating lunch earlier today, and then I recall seeing the same tree yesterday afternoon. The interruption in my reflective activity makes manifest that these are different memories of the oak tree.  Nevertheless, they obviously resemble each other (Step 1), and that resemblance might cause a smooth psychological transition from the memory of the former experience to the memory of the latter (Step 2). Let’s suppose this reflective progression feels just like the psychological process of considering an uninterrupted and invariable object (Step 3), and that this feeling would be in tension with my direct awareness of the manifest difference between the two memories. What is not clear is why my mind needs to feign a fiction of a persisting self (Step 4) in order to alleviate the psychological tension. If the original perceptual experiences of the oak tree resembled each other before I reflected upon them, then it would seem that the most natural way to make sense of the feeling generated by a psychological transition between memories of those experiences would be to once again apply the fiction of a persisting, mind-independent, oak tree. (cf. Green, 1999) On Hume’s view, this fiction would suffice to alleviate tension caused by psychological progression along a sequence of associatively-related experiences of the tree, so why would it not also alleviate tension in a case where we reflect upon or remember those experiences?  Why would another type of common fiction be needed?
We encounter the same difficulty with causation.  Suppose, as the Personal Bundles conception maintains, that the collection of perceptions constituting my self is causally interlinked prior to my reflecting upon it. In that case, the perceptions will be strongly associated whenever I do reflect upon them (Step 2), and this would naturally cause a feeling as if my mind were contemplating a single unchanging object (Step 3). But the belief in a persisting self would not obviously be the most natural way to make sense of that feeling. If the perceptions comprising this collection stood in causal relations prior to reflection, then either of two common fictions should be sufficient for relieving tension caused by the process of remembering or reflecting upon them (Step 4).  First, if the causally-related perceptions also resembled each other, the mind could once again rely on the fiction of a causally integrated, mind-independent, object (T. 1.4.6.12; SBN 257). Secondly, if the perceptions were dissimilar, for instance if my idea of an oak tree caused me to have a feeling of pleasure, then the mind could make sense of the transition between them by feigning a necessary causal connection (T. 1.3.14). Once again, it isn’t clear that some additional fiction would be required, under the assumption that associative relations bind perceptions into personal bundles prior to reflecting upon them.

Someone might object that my descriptions are far too simple. The collection of perceptions which constitute a personal bundle is an extremely complex, causally integrated network or system, not just a simple pair (T.1.4.6.19; SBN 261). One might therefore argue that even if the psychological progression between experiences of an oak-tree originally generates the fiction of a mind-independent oak, this does not preclude those same perceptions from being members of a much larger collection of associatively-related perceptions.  It is this larger collection which constitutes a ‘personal bundle’, and it is because reflecting on the members of this larger collection feels like considering an unchangeable object that the mind generates the fiction of a persisting self.  Plausibly, feeling as if a complex network of different perceptions were a single entity would be difficult to reconcile with the awareness of each member of that network as distinct. But it is difficult to see how this tension could be relieved by a fiction of a mind-independent object, or by feigning some kind of necessary connection between the objects. A different common fiction would be needed, and the self appears to be especially well-suited to the task (Step 4).  Thus, the idea of a persisting self is generated by the distinctive psychological activity of reflecting on the complex succession of perceptions which comprise a personal bundle.  
This line of response plausibly illustrates what Hume has in mind.  There are psychological processes operating over certain collections of perceptions that generate fictions of mind-independent objects, and then there is a distinct psychological process that operate over a different collection that generates the fiction of the self.  Yet, even so, it seems to me that Hume faces a lingering worry about functional redundancy.  The worry arises because the psychological process that we are envisioning as a kind of reflective consideration of the members of a personal bundle is itself composed of psychological transitions between subsets of that bundle. Thus, suppose that I reflect upon or remember my experiences of the oak tree, then remember an experience of eating lunch, then reflect upon a tickling sensation in my elbow. Hume’s proposal may be that the fiction of the self is generated because this extended reflective activity feels like considering a single, unchanging thing. But notice that some of the members of the sequence which I am reflecting upon are also members of other collections of perceptions, ones that I have taken to be discrete unchanging mind-independent objects. If we focus on the segment of my reflective activity that is recollection of experiences of the oak tree, then, as we have just seen, any smooth psychological progression caused by associative relations between my memories could be accounted for by the fiction of a mind-independent tree.  So why would reflection upon the experiences, when they are considered as part of the larger sequence, inhibit this tendency?  Why would reflecting upon my previous experiences of the tree, whenever that is followed by further reflection upon some additional experiences, stop me from unifying them into a persisting tree?

It might seem like this isn’t really a problem. Hume can consistently maintain that if we reflect upon all, or even most, of the perceptions within a personal bundle, we naturally take them to be a unified persisting self, while also holding the view that we take various subsets of that bundle to be other unified things, like oak trees. Yet, even if Hume could carve out a distinct functional role for the fiction of the self along these lines, a concern about functional redundancy remains.  This is because it is not obvious why the mind would generate any fictions of mind-independent objects in the external world after it came to possess the fiction of a persisting self. Once the mind has the idea of a unified self at its disposal, couldn’t that relieve psychological tension generated by a smooth psychological progression along a sequence of associatively-related perceptions?  That is, couldn’t the members of an associatively related sequence of perceptions just be added to the bundle one takes to be the self? 
To take an example, suppose that tomorrow I am confronted with some novel sequence of elm tree perceptions (suppose that I’ve never seen an elm tree before).  If the members of this sequence are manifestly interrupted by my quickly looking at the sunset, then, as we have seen, that would generate psychological tension because the psychological progression would feel like contemplating a single thing. But, suppose that I also already believe in the existence of a unified persisting self. Why couldn’t I just take the members of this sequence of perceptions to be parts of my personal bundle in order to relieve the tension?  Why couldn’t I explain away the tension on the grounds that all of the experience of the elm tree, both before and after the sunset interruption, are my experiences and so that is why it feels to me like there is a single unchanging entity?  There is no obvious reason that the mind would need to generate an additional fiction of a mind-independent elm tree to alleviate psychological discomfort.
  

There are ways for Hume to respond to these concerns about functional redundancy and so they should not be thought of as a conclusive objection to his general theoretical approach to explaining our belief in personal identity. For one thing, the fiction of a mind-independent elm tree seems like a far more natural choice for making sense of associations between experiences of an elm tree. After all, the fiction of a persisting tree is far more similar to the ideas which give rise to it than it is to the fiction of a self.  So, we might think that even if the fiction of the self could relieve psychological tension, the fiction of an elm tree would do a much better job. Furthermore, my experiences of the elm tree are not typically unified with my experience of the sunset. It therefore seems like one of the functions played by fictions of mind-independent objects is to restrain our psychology from amalgamating every perception into just one persisting thing. 
Nevertheless, the notion that certain fictions are ‘more natural’ than others, or are chosen because of stronger ‘similarity’, or the notion that fictions of material objects function in part to exclude certain perceptions, begin to rely on explanatory concepts beyond those found in Hume’s principles of association. This may not be devastating for Hume, but it does suggest that the explanatory power of those principles is limited. We could always supplement those principles on Hume’s behalf and, if we did, I think we could overcome the worries I have raised in this section. However, rather than exploring this option any further, I want to set these issues to the side for the remainder of this essay.  This is because, as I read Hume, by the time of the Appendix, he is no longer attracted to the Personal Bundles conception. 

5. Functional Explanation and the Images of Ideas
The difficulties raised in the previous section arise only if Hume thinks the specific associative relations that organize perceptions into a personal bundle hold prior to our reflecting upon those perceptions. If this were not the case, if the perceptions that constitute a personal bundle could stand in novel associative relations only once we engage in the activity of reflection, then Hume could avoid problems of functional redundancy. In such a case, the fiction of a persisting self would be able to have a unique functional role because the activity of reflection would partially constitute novel associatively-related sequences, which did not exist prior to reflection.  The fiction of the self could then be generated specifically in order to alleviate psychological tension caused by reflecting upon these sequences.  
As I read Hume, by the time he writes the Appendix, this is what he thinks. He no longer seems tempted by the idea that perceptions are naturally organized into personal bundles. Rather, he appears to think it is only when we are ‘reflecting on the train of past perceptions, that compose a mind, [that] the ideas of them are felt to be connected together, and naturally introduce each other.’ (App.20; SBN 635) According to a picture that I shall call Introspective Reflection, engaging in the activity of reflection, which I shall understand broadly to include consciously remembering, can both acquaint one with perceptions and serve to organize them into personal bundles via novel associative-relations. In this sense, according to the Introspective Reflection conception, the collection of perceptions that one takes to be one’s self are only members of a personal bundle after one engages in reflection.  The process of introspective reflection upon a collection of perceptions determines novel associative relations between them, thereby constituting a personal bundle.  
Let’s stipulate that the Introspective Reflection conception would allow Hume to avoid the problem of functional redundancy. The fact that perceptions stand in novel associative relations only when we reflect upon them does suggest the need for a distinct common fiction, in addition to the many fictions of mind-independent objects. The problem facing Hume now is that it is very hard to see how he could really accept the conception of perceptions required by Introspective Reflection. What could it be about the activity of reflecting on our perceptions that would somehow determine some new associative pattern? 
One promising idea is that introspective reflection allows us to think of our perceptions as perceptions, and that it is as perceptions that they stand in unique associative relations (cf. Ainslie, 2001; 2015). For example, by reflecting on my idea of an oak tree or my past experience of the sun, I am able to think about my idea (rather than the tree) or about my previous experience (rather than the sun). This is what determines new associative relations between those perceptions, insofar as they are perceptions. This is a natural way to conceive of the activity of reflecting on one’s own mind—it makes one aware of one’s own ideas or experiences. The problem is that it is extremely hard to envision exactly how this could be true within the confines of Hume's system.

Questions arise because, on Hume's view, an idea of a perception has the same imagistic content as the original perception, only with less force and vivacity (T 1.1.1.11; SBN 6-7; cf. T 1.3.9.16; SBN 106). According to Hume’s theory, this is sufficient to make a difference in its intentional content. The content of my memory of seeing the oak tree is my past experience (a perception), whereas the content of the original experience is an oak tree. But, even so, it is puzzling why this difference in content would determine any new associative patterns. 
Assume that at t1, prior to reflection, the members of a collection of perceptions do not stand in any associative relation R. In order for Hume's explanation to succeed, after reflection at t2, those perceptions must stand in R (Step 1). However, our memories of the perceptions at t2 have exactly the same imagistic content as the perceptions at t1. The only difference between the original perceptions at t1 and the memories at t2 is the degree of force and vivacity. It therefore seems that Hume is committed to saying that memories are able to determine unique associative relations not because of their imagistic content (which is identical to that of the original experiences at t1), but because of the degree of force and vivacity at t2.
 
Notice, however, that Hume cannot appeal to the (not implausible) idea that a matching degree force and vivacity is able to determine a novel associative pattern, for the original perceptions at t1 also match in their degree of force and vivacity. Instead, Hume would need to claim that memories determine novel associative relations at t2 because of the specific quantity or degree of force and vivacity they possess at t2. Not only is it hard to see how this could be true, it is a significant departure from the commonsense way in which Hume hopes to characterize associative relations.


The following analogy illustrates the problem more clearly. Think of two different ways a photograph could represent another photograph. One way is by copying it in such a way as to make the property of being a photograph clearly visible in the copied image. For example, one could clearly photograph the border of the original photograph. In such a case, one can begin to understand how a sequence of photographs of photographs might stand in some unique associative pattern, a pattern that is different from the ones the original photographs stood in. This is because the content of the meta-photographs includes an additional quality that is missing from the originals (the border). 
A different way a photograph could represent another photograph would be to present a much less vivid picture of the original image. For instance, we could take a very faint copy of the image contained in the original photograph. But, importantly, we could do so in a way such that no additional property of the photograph is made visible.  In this case, we can distinguish photographs of photographs from the originals by virtue of their being much fainter images. And we might even think that the faintness is sufficient to make the photographs about the originals, rather than about the objects depicted. Even so, it is very hard to imagine how the contents of these meta-photographs could determine a novel associative pattern that was not already determined by the originals. For instance, an entire series of photographs of photographs may have resembling degrees of faintness, and this may dispose us to identify them. But presumably we would be equally disposed to associate the members of the original series in virtue of their comparatively matching liveliness. So, even though we may not be disposed to associate any of the less vivid photos with any of the originals, we would be equally disposed to associate the members of the former set, and the members of the latter one. Most plausibly, this is because the feature that determines whether or not we associate photographs is not their having some specific degree of vividness, but whether they have a matching degree. But that is a quality that both the originals and the faded duplicates possess. By analogy, it is difficult to see why perceptions would stand in some unique associative relation simply because they possess a lower degree of force and vivacity. There may be some story that one could tell here, but it is not one we can find in Hume. Thus, the problem with endorsing the Introspective Reflection conception, is that Hume lacks a plausible account of why perceptions would determine any novel associative relations only when we reflect upon them.

I think this may be why, in the Appendix, Hume’s hopes vanish exactly where he says they do; namely when he comes to explain the principles ‘that unite our successive perceptions in our thought and consciousness.’ (App 20; SBN 636) That is to say, Hume is expressing a problem with explaining why the activity of reflecting on our 'successive perceptions' is what unites them into a personal bundle.  
6. The Appendix
In the Appendix, Hume retracts his account of why we believe in a persisting self.  What exactly is the problem he recognized? This interpretive question has proven to be incredibly elusive. This is because Hume's statement of the reasons for his retraction is completely obscure. He begins by stating he encounters a problem when he attempts to ‘explain the principle of connexion’ which binds a person's perceptions together and ‘makes us attribute to them a real simplicity and identity.’ (App 20; SBN 635)   Near the end of the same paragraph, he reports losing hope ‘when I come to explain the principles, that unite our successive perceptions in our thought or consciousness.’ (App 20; SBN 635) It would be odd if Hume had a different thing in mind in these two sentences. So, he seems to be acknowledging some kind of explanatory problem. However, as Stroud has noted, Hume's statement that the problem involves what unites or connects our successive perceptions is ambiguous. (1977, p. 33) He may be referring to what actually connects perceptions so that they constitute a personal bundle.  Or, he may be referring to what makes us think of a bundle as a single entity that persists through time. Stroud thinks that each of these suggests a different approach to understanding what Hume found ‘very defective’. 


Subsequent commentators have tended to agree with Stroud’s assessment and so interpretations of the Appendix can be grouped into different categories, depending on how they disambiguate Hume’s remark. Don Garrett (2011), following Jonathan Ellis (2006), classifies interpretations of the Appendix into four such groups. This is useful because the vast number of distinct interpretations prohibits discussion of each within the scope of a single essay.
 Using Garrett’s categories, ‘metaphysics-of bundling’ interpretations take Hume to be primarily concerned with ‘how perceptions are actually linked together to make up a mind in which or on which associative mechanisms can operate’ (2011, pg. 14).  By contrast, what he calls ‘psychology-of-ascription’ interpretations understand Hume to be concerned with the psychological principles that are meant to explain our ascriptions of identity to a personal bundle. Garrett further distinguishes two divisions within this ‘psychological of ascription’ category. First, there are those that think Hume's problem concerns ‘the operations of psychological principles other than the associative principles of resemblance and causation’ and, second, those that think the problem concerns ‘something about the scope or operation of those two associative principles.’ (2011, pg. 14) Most of the secondary literature falls into one of these camps, and those that do not may be collected under a fourth miscellaneous category.

 
According to the interpretation of the Appendix which I would like to suggest, Hume comes to realize that he has failed to explain how perceptions are organized by associative relations in way that generates our fictional ascription of identity to the ever-changing bundle. This makes it seem like it belongs to Garrett’s ‘psychology of ascription’ category. However, on my view, the reason that Hume’s explanation fails is that it would require perceptions to be organized into a personal bundle only after we reflect upon them, and, as I argued in the previous section, Hume’s imagistic theory of ideas leaves him no reason to think they would. This makes my interpretation seem more like a member of Garrett’s ‘metaphysics of bundling’ group.

I think what this shows is that Garrett’s categories are not mutually exclusive. In the Appendix, Hume is concerned with both the mechanism that bind perceptions into a personal bundle, and with what makes us think of that bundle as a unified persisting self. As I read him, this is because, by the time he writes the Appendix, Hume thinks these are roughly the same. That is to say, he is no longer tempted by the Personal Bundles conception of perceptions as naturally organized into personal bundles before we reflect upon them. As a result, whatever psychological processes make us think of a certain collection of perceptions as a persisting self is also what organizes the members of that collection into a personal bundle. So, Hume’s failure to explain how perceptions are related in a way that would cause one to fictionally attribute identity to them is also a failure to explain ‘how perceptions are actually linked together to make up a mind in which or on which associative mechanisms can operate.’
It seems to me that one advantage of this approach is that it allows us to read Hume’s retraction in a straightforward way. He begins by claiming that he is aware of the deficiency in his account when he ‘proceed[s] to explain the principle of connexion, which binds [perceptions] together.’ (App 20; SBN 635) I understand him to be referring to whatever principle binds perceptions into a personal bundle, given that, as he explicitly says, perceptions are ‘distinct existences’. As we saw earlier, this feature of perceptions, that they are distinct, distinguishes our ideas of perceptions from our ideas of tables and chairs. Unlike the latter, we have reason to think that the former exist and stand in associative relations independently of our thinking about them. 

The worry Hume expresses next is that, in virtue of being distinct existences, perceptions are not really connected, but rather we ‘only feel a connexion or a determination of thought, to pass from one object to another.’ (App 20; SBN 635). He then says that ‘thought alone finds personal identity, when reflecting on the train of past perceptions,’ which is interestingly a consequence that he thinks will seem ‘extraordinary’. (App 20; SBN 635) The reason why is that most philosophers think ‘personal identity arises from consciousness; and consciousness is nothing but a reflected thought or perception.’ (App 20; SBN 635 – Hume’s emphasis) I take these last two sentences to be noticeable departures from many of the claims Hume makes earlier in the Treatise. 

As we saw in our discussion of the Personal Bundles conception, when Hume presents his positive view in section 1.4.6, he says several things that make it seem like perceptions are naturally organized into personal bundles, regardless of whether or not one reflects upon them. I think the two sentences just highlighted indicate that Hume is distancing himself from that view. When he claims that personal identity ‘arises from consciousness’ (his emphasis) and that we only ‘feel a connexion’ (again his emphasis) between perceptions, he is implying that there is no organized personal bundle for us to reflect upon. Rather, the psychological process of reflection itself is what connects various perceptions into a personal bundle. 
In his written retraction, Hume tells us that the problem with his view arises because perceptions are really distinct existences, and so are not perceived by us to stand in any real relation (App 21; SBN 636). It seems to me that Hume is recognizing that he cannot explain why reflection upon distinct existences would make us feel like they are connected into a personal bundle.   
The problem may be easier to grasp if we think about ordinary objects. Suppose, contrary to what Hume actually believes, that the intentional objects of our ideas were distinct existences. Suppose there are mind-independent tables, chairs, and oak trees, in addition to our experiences and ideas of them. Given that these objects exist independently, they might naturally stand in certain types of associative relations. For instance, two oak trees, one in my garden and one in my neighbor’s garden, might resemble each other.  In such a case, my thought about the oak tree in my garden might naturally cause me to think about my neighbor’s oak tree. In other words, the two thoughts would be naturally associated because of the resemblance relation between the trees. But what would happen if the two trees stood in no associative relation? In that case, why would my thinking of the tree in my garden lead me to think of my neighbor’s tree?  Why would thinking about the trees make it seem like they resembled each other?   

As I have said, in Hume’s system we do have reasons to think that there are ideas and impressions before we reflect upon them. In the Appendix, Hume is quite clear that these perceptions exist independently of any activity of reflection. But that independence suggests that there is something about our simply thinking about our perceptions that makes them stand in associative relations of resemblance or causation. Hume cannot really explain why that would be the case. This is why his hopes vanish ‘when I come to explain the principles, that unite our successive perceptions in our thought or consciousness.’ (App 20; SBN 635) This way of interpreting the Appendix also makes sense of Hume’s proposed ‘solutions’ to the problem. If there were real connections between perceptions, or if they were to inhere in something simple, then there would be no need for Hume to explain why merely thinking about perceptions binds them into a personal bundle. 

In the course of presenting his own interpretation of the Appendix, Don Garrett objects to others on the grounds that they do not successfully identify a problem that ‘Hume would have thought to pose a serious problem or 'contradiction' had he seen it.’
 (2011, pg. 15) I do not think the interpretation I have just proposed fails in this regard. On my reading of the Appendix, Hume realizes that there is no way for him to explain how reflection contributes to binding perceptions together into personal bundles, and so no way for him to explain why we fictionally attribute identity to personal bundles. I think this alone would have struck him as a rather serious problem. Yet, as we have seen in section three, matters are actually worse. For, if I am right, then even if Hume were to return to the conception of perceptions found in Personal Bundles, his explanation would face challenges. There is no easy way out for Hume. So, although this is not a literal contradiction, it does strike me as a rather serious problem.
   
7. Conclusion
Could Hume just take it to be a brute fact that perceptions stand in certain types of associative relations only when we reflect on them? In a way, I think this may be what he is doing by pleading the ‘privilege of a sceptic’ (App 21; SBN 636). But it is not a harmless move. First, it risks undermining the explanatory adequacy of the principles of association. It seems ad hoc to say that perceptions stand in unspecified associative relations without having any clear grasp of what exactly these relations consist in. Second, the more elusive Hume's associative relations become, the more reasonable alternative theories begin to look. 
Hume enthusiasts might wonder whether I have really identified the problem Hume is referring to in the Appendix?  What about the many other interpretations? As I mentioned earlier, it seems to me that there are several plausible readings of this passage, but I also think the text completely prohibits determining whether any of them truly captures what Hume was actually thinking. The interpretation I have offered in this essay describes a real difficulty with Hume's explanation of our belief in a persisting self, a difficulty that is closely connected to a central explanatory framework he relies upon throughout the Treatise. It also usefully brings out similarities in the structure of Hume’s account of personal identity and his accounts of other common fictions.
 I do not think it is implausible that this essay identifies a problem that was bothering Hume in the Appendix passage, but there is no good reason to insist upon it.
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� Contemporary skeptics include Gazzagina (1998), Metzinger (2011, 2009) and Parfit (1984, 2011).


� It is not obvious how 'fiction' fits into Hume’s official taxonomy of the mind. Some readers believe that Hume thinks that an idea counts as a fiction just in case it does not represent something real. For example, since there really is no such thing as a completely empty region of space, our idea of a perfect vacuum is a fiction (Allison, 2008; Garrett, 1997). Others claim that ‘fiction’ denotes a special category of complex idea, resulting from misapplying one idea to something from which it could not have been derived, for instance applying the idea of time to the idea of an unchangeable object (Brueckner, 1986; Traiger, 1987).  Still others claim that ‘fiction’ denotes an ‘empirically unwarranted’ hypothesis, or ‘theoretical’ posit (Strawson, 2011).  Within the confines of this essay, I cannot discuss these different interpretations of the term ‘fiction’. So, to be clear, I will make the following assumptions. First, I understand the term 'fiction' broadly to stand for any idea that meets two conditions: (i) it is generated by the imagination; and ii) it represents something that has not been experienced. It follows from this that, because of what Hume calls the ‘liberty’ of the imagination to combine simple ideas however it wants, quite a number of complex ideas qualify as ‘fictions’. Second, in general, fictions have less force and vivacity than beliefs, but there are crucial exceptions to this rule. When it comes to the class of common fictions, our ideas are so enlivened by the imaginative processes which generate them that they are also (falsely) believed to exist. Finally, the term 'fiction' is ambiguous in a familiar way. Hume mainly uses it to refer to the result of a psychological process, namely an idea or belief. But, in some places, he uses it to refer to that process, one that he more frequently calls 'feigning'. These two senses are obviously related, but, in this essay, I reserve the term 'fiction' for the former.  For further discussion of these two senses of ‘fiction’, see Cottrell 2016.


� Don Garrett also discusses a kind of functionalism in Hume, but his focus is on Hume’s naturalistic reduction of the notion of ‘mental representation’. Garrett argues that ‘all representation consists, for Hume, of one thing playing, by means of the mental effects and mental dispositions it produces in particular circumstances, a significant part of the causal and/or functional role of what it represents.’ (2006, pg. 310; cf. 2015 Ch. 2) With respect to mental representation specifically, Garrett argues that Hume’s view is that a perception ‘represent[s] something by playing its causal and/or functional role through the evocation of mental effects and mental dispositions via reliable indication and/or modeling,’ which Garrett thinks is most obviously exemplified by beliefs (Garrett 2006, pg. 311).  As should be clear from these two passages, Garrett’s primary concern is with the prospects for Hume’s functionalist account of ‘mental representation’.  By contrast, in this essay, I am concerned exclusively with an aspect of what Garrett calls ‘explanatory naturalism’, with how Hume appeals to the functional role of certain fictions as an explanatory principle.  These two projects are compatible.  Indeed, since common fictions are a species of mental representation, then, if Garrett is right, their representational properties should be understood in terms of their causal and/or functional roles.   


� Several commentators have recognized that the fiction of the self is generated because the mind confuses a psychological transition along a series of associatively-related perceptions for a transition along a series of unchanging perceptions (e.g., Ellis, 2006; Garrett, 2011; Green, 1999; Stroud, 1977). This is technically correct, but leaving out the functional role of the fiction makes it looks like Hume is offering a kind of brute mechanistic or causal explanation. This sort of explanation gives us no real understanding of why confusing two different psychological processes would cause someone to believe in a persisting self.  This might not seem like much of a problem but, it seems to me that this sort of view has difficulty making sense of some of what Hume says, specifically his talk of ‘justifying’ things to ourselves in the face of ‘absurdity’.  It is worth noting, however, that a functional explanation of the fiction of a persisting unified self is not incompatible with a mechanistic one (cf. Piccini and Craver, 2011). 





� Strictly speaking this isn’t a dilemma because the two options are not logically exhaustive. However, denying that perceptions are organized into personal bundles would straightforwardly undermine Hume’s explanation. One might hope to appeal to philosophical relations to carve out additional options, but I do not think this would help.  Philosophical relations do not induce the imagination to generate ideas, which is clearly what concerns Hume in T 1.4.6 (cf. Inukai, 2007).  


� In my opinion, the most plausible interpretations are Ainslie (2001; 2008; 2015, Ch. 8), Baxter (2009), Roth (2000), and Stroud (1977).  


� Near the end of 1.4.2 Hume does say that ‘when we compare experiments, and reason a little upon them, we quickly perceive that the doctrine of the independent existence of our sensible perceptions is contrary to the plainest experience’ (T. 1.4.2.44; SBN 210). It is important to recognize that here Hume is discussing what he calls the ‘vulgar system’, which holds that the intentional objects of perceptions have an independent and continued existence (the vulgar do not distinguish perceptions from their intentional objects). It is this doctrine that Hume thinks can be refuted by ‘experiments’ like pressing one’s finger to one’s eye, which show that the objects of our perceptions are not mind-independent.  As he claims, these experiments demonstrate that the objects of our perceptions ‘have no more a continu’d than an independent existence’ (T. 1.4.2.46; SBN 211).  However, rather than conclude that there are no are no mind-independent objects, what tends to happen when we engage in this sort of experimentation is that we contrive the more extravagant philosophical hypothesis ‘of the double existence of perceptions and objects’ (T.1.4.2.52; SBN 215).  According to Hume, this is because it is ‘impossible’ for us to eradicate the opinion that there are mind independent objects once we have formed it (cf. T.1.4.2.51; SBN 214; cf. McCrae 1985).


� One reason this is important for Hume is that the ‘self’ figures prominently in Book II of the Treatise.  If there were no 'true idea' of the self, if it were an empty idea, then much of what Hume claims in Books II and III would be undermined. This presents a difficulty for Norman Kemp Smith's interpretation of Hume's Appendix. Kemp Smith alleges that because Hume denies we have any impression of the self he must think that we lack an idea of it, which leads to inconsistency. But this overlooks Hume's insistence that we possess a 'true idea' of the self (for a more detailed discussion of Kemp Smith's interpretation, see Garrett, 1981). Hume does make a distinction between the self as it concerns 'thought or imagination' and as it 'regards our passions' (T 1.4.6.5). But it is not clear that we should read him as suggesting that we have two different ideas of the self. The relation between Hume's discussion of the self in Book I and his discussion in Book II is beyond the scope of this essay, but, for discussion, see Ainslie (1999), Baier (1991) and McIntyre (1989).


� First, I shall focus on a much smaller number of perceptions than Hume thinks would be needed to generate a belief in a mind-independent material object (see 1.4.2.42). Second, I shall treat the objects of these perceptions as if they were invariable.  This is an oversimplification because, if one were to actually stare at an oak tree for five minutes, the tree would change, for instance because of wind blowing through its leaves.  


� Strictly speaking, since my experience of the oak tree does not change and is not interrupted by anything, the idea of time does not apply.  Thus, the 'supposition' of a change in time to a ‘stedfast’ object like the oak tree is itself a kind of fiction. Without this fictional belief in time without change, we would not be able to acquire the idea of identity in the first place (for further discussion, see Baxter, 2009; Cottrell 2016; Hirsch 1983; and Gordon 2023).  


�For the purposes of this paper, the relevant common fictions are a persisting self and mind-independent material objects. I believe that Hume explains the existence of all common fictions on the basis of their functional roles, but that is not a claim I can defend here. But this does not mean that that all common fictions have the same function of relieving psychological tension. Consider Hume’s account of our belief in time without change (the so-called ‘duration fiction’). Partly because Hume’s discussion of this fiction in the Treatise is highly compressed, it is not clear that it is generated in order to relieve psychological tension. Might it have some other function?  One interesting thought, which I owe to an anonymous referee but which cannot be pursued in this essay, is that this fiction is generated because it enables us to think about numerical identity (1.4.229; SBN 200-201). To develop this sort of account, more would need to be said about the psychological role of our belief in identity, and about the connection between that and the fiction of time without change.  Nevertheless, the account would give a kind of functional explanation for the ‘duration fiction’, although not one that appealed to its role in reliving psychological tension or discomfort.  For further discussion of the ‘duration fiction’ see Baxter (2009); Cottrell (2018), Gordon (2023); and Hirsch (1983). 


� It is important to keep in mind that the mind can be aware of the difference between A1 and A2 without being aware that A and A2 are different (cf. Dretske, 1993).


� This point is heavily emphasized by Ainslie who insists in a number of places that we reflect upon our perceptions by forming secondary ideas of them (2001, pg. 565; cf. 2015, Ch. 4; cf. Cottrell 2015). I think Ainslie's account is very thoughtful, but it seems to me that it faces a couple of difficulties. First, I think he is mistaken in interpreting Hume's remarks to apply only to philosophers (2015, Ch. 8). Part of the reason Hume insists upon memory being central for generating the fiction of a self is that he hopes to explain why all of us believe in the existence of a persisting self, not just philosophers. In the Treatise, Hume does discuss philosophical theories of the mind, but he explicitly sets them aside in order to address what he calls the opinions of 'the rest of mankind' (T.1.4.6.4; SBN 252). Secondly, Ainslie thinks Hume’s account could successfully explain why someone takes all of her past perceptions to be a persisting self, but it runs into trouble only when it comes explaining how her present ideas are part of that same self (2015, pp. 253-255). Thus, Ainslie thinks Hume’s problem is that he fails to explain how all of a person’s perceptions are taken to be a unified self (this same sort of problem is articulated in Cottrell (2015)). But if we restrict our explanadum to past perceptions, would Hume really have thought his explanation succeeds?  The problems we shall consider later in this essay apply to Hume’s theory even if we were to artificially restrict his account to past perceptions. Finally, although the interpretation I propose can easily be framed in the language of ‘secondary ideas’, I am more reluctant than Ainslie to lean so heavily on that term. The term ‘secondary idea’ occurs only once in the Treatise and, more importantly, it suggests a picture on which we reflect upon our perceptions by forming numerically distinct higher-order ideas of them (this is what generates the sorts of problems that concern Ainslie and Cottrell). In this sense, a secondary idea would need to be numerically distinct from the perception it is about (cf. Cottrell 2015).  I am not confident that this the right way to think of Hume's theory. Specifically, it isn’t clear to me that Hume thinks we think about our own perceptions by forming numerically distinct ideas which represent them, rather than, for instance, by have a particular perception diminish in degree of force or vivacity.  Therefore, I would like to remain neutral about whether memory or introspective reflection require the mind to form ‘secondary’ ideas. Nevertheless, if Ainslie and Cottrell are right, then the psychological processes that concern us in this essay would be realized by means of secondary ideas.  


� Recall that, as we saw in fn. 7, when Hume compares the vulgar and philosophical systems he uses the term ‘perception’ to refer to the intentional objects of our perceptions, rather than to psychological episodes.


�It isn’t clear that Hume is committed to the view that all of the perceptions comprising my mind are connected by associative relations into a single person bundle. For instance, an anonymous referee suggests a case in which I look at an oak tree, then get tapped on the shoulder, then look at the tree again. My experience of being tapped on the shoulder does not stand in any relevant associative relation to my experiences of the oak tree (cf. Stroud, 1977; pp. 124-127).  Nevertheless, all these experiences are members of the personal bundle that I take to be my self.  But how could they be, if they were not related by causation or resemblance?  There are two ways that Hume could answer this question.  First, since Hume’s primary concern is with what generates the fiction of the self, he could restrict the scope of Personal Bundles to a proper subset of the bundle that constitutes the self, a subset whose members do stand in the relevant associative relations.  He could then claim that reflecting upon this subset is what generates the fiction of a persisting self, which is then extended to other perceptions, like my experience of being tapped on the shoulder. Hume does speak of extending ‘the identity of our persons beyond our memory’, and so this response does not seem infelicitous.  Second, Hume could just insist that there is an associative relation holding between my experiences of looking at an oak tree and my experience of being tapped on the shoulder – he could claim that they are all parts of the same causally integrated system. This might be thought to pose a problem because, in the first instance, my experiences of the tree are unified into the fiction of a mind-independent oak, but my experience of being tapped on the shoulder is kept distinct from them, despite standing in an associative relation to them.  However, I do not think Hume is committed to the strong claim that associative relations necessitate smooth imaginative transitions or progressions of thought. Indeed, when he introduces them, he calls them a ‘gentle force, which commonly prevails’ (T 1.1.4.1; SBN 10), and so there may be associatively related collections that occasion a smooth psychological transition only when we reflect upon them. This second option, though available, raises rather significant explanatory questions about associative relations, and so seems like a less promising option than the first.     


� Roth describes Hume's problems as one where 'the two psychological mechanisms which respectively generate the ideas of object and of personal identity are mutually incompatible.' (2000, p. 91) On his view, this is because ‘the tendencies for personal and object identity ascriptions are acting upon the same successions.’ (2000, p. 102). Once our mind runs across a series of perceptions in such a way to constitute the idea of an enduring object, it cannot, Roth argues, also run across them again to generate the idea of a persisting self.  I think there is something right about Roth's proposal, but it is not clear why the 'two psychological mechanisms' are incompatible. In his estimation, the problem is that the mind cannot simultaneously unite a succession of perceptions into a mind-independent object and the self, but there should be no problem with taking a succession of past perceptions to be a self - perceptions that, at an earlier time, might have been unified into a mind-independent object.  Thus, Roth writes, ‘Perhaps I could run through the perceptions in different manners on different occasions, and thus perhaps alternately have beliefs in personal and object identity’. (2000, p. 105) I think this is what Hume is suggesting.  





� Hume’s account could avoid this worry if there were some sort of de se component of ideas. For instance, if our perceptions essentially involved a kind of subjective perspective, then Hume could appeal to an associative relation which held between these aspects of our perceptions to give a functional explanation of the fiction of a persisting self. However, I think it is fairly clear that Hume does not think perceptions have de se elements, which is why he cautions that ‘the comparison of the [mind to a] theatre must not mislead us. They are the successive perceptions only, that constitute the mind’ (T. 1.4.6.4; SBN 253). This feature of Hume’s philosophy is what Strawson (1969) insists radically distinguishes it from Kant’s. For a contrary interpretation, see Green (1999). 


� Force and vivacity are often thought of as qualities of the imagistic contents of ideas. Ainslie (2015, Ch. 6) offers a rather intriguing, and I think plausible, proposal that they should be understood as manners in which we are aware of the imagistic content of our ideas.  This is because he thinks perceptions should be understood as episodes of thinking, and therefore force and vivacity are modification of those episodes.  The worry that I am raising here applies to either conception.  


� Compare this with Barry Stroud’s claim that Hume 'cannot explain how or why the ‘data’ from which the idea of personal identity is constructed present themselves in the way they do.’ (1977, p. 140) In a sense, I think Stroud is right, insofar as Hume cannot explain why reflection and memory are psychological processes that would organize perceptions into personal bundles.  But the problem is not so much that Hume cannot explain why perceptions are so organized, but that his imagistic theory of ideas strongly suggests that they cannot be. 


� This way of grouping originates in Ellis (2006) but I prefer Garrett's terminology. In Ellis's terminology, 'metaphysics-of-bundling' interpretations fall into what he calls 'Group 1' and 'psychology-of ascription' into 'Groups 2 and 3'; his 'Group 4' is the miscellaneous category.  


� Views that fall under either the miscellaneous category or the first 'psychology-of-ascription' subcategory cannot make good sense of what Hume actually writes.  In the Appendix he says his hope vanishes when he tries to 'explain the principles, that unite our successive perceptions in our thought or consciousness' and that his difficulty involves the attempt to 'explain the principle of connexion' which binds a person's perceptions together and 'makes us attribute to them a real simplicity and identity.' (App 20; SBN 635) It would be bizarre if the actual problem had nothing to do with these principles. Since, it would be best if we tried to take Hume at his word, we should set aside interpretations that fall into either of these groups.  Kemp Smith (1941), Penelhum (1955) and Swain (2006) are miscellaneous views, and the first 'psychology of ascription' subcategory includes Robison (1974) Fogelin (1992) and Mascarenhas (2001). For detailed discussion of these proposals, see Ellis (2006).  


� This is the same objection that Ellis (2006) raises to psychology of ascription approaches that are not his own. Ellis's own interpretation is intriguing, but it misrepresents Hume. Ellis suggests a problem with Hume's account of the idea of the self that stems from the fact that there is no impression from which the idea can be copied. But Hume is not trying to offer an account of the content of the idea of the self; he is trying to explain why we believe the self persists over time, or why we attribute identity to it. Compare Garrett’s (2011) criticism of Ellis.


�By contrast, it does not seem to me that the difficulties Garrett raises would have struck Hume as a problem at all. Garrett argues that Hume’s account faces several 'unacceptable' consequences. These are based on the fact that Hume’s view implies 'that qualitatively similar and simultaneous unit perceptions cannot exist in different minds.' (2012, pg. 36; cf. 1981; 2015 Ch. 7) Garrett is right to think that Hume’s view implies that no two qualitatively similar and simultaneous unit perceptions can belong to different minds. However, I think he is wrong to think this implies that two minds cannot share the same qualitative perception. It is just that the minds must literally share it. According to Hume’s bundle theory, two minds share a perception just in case the bundles that constitute those minds partially overlap. For instance, when you and I have the same idea of an oak tree, it is because there is a just a single idea that belongs to both your bundle and to mine, not two qualitatively similar ideas. In Hume’s system, there could not be two qualitatively identical perceptions. This might seem like an odd result, but it is a straightforward consequence of the sort of theory Hume advocates. So, it is not a problem that should have troubled Hume. It is at least far less counterintuitive than Garrett makes it out to be. 


� Some interpreters do draw connections between Hume's account of personal identity and other aspects of his philosophy. For instance, Ainslie (2001) argues that the account is connected to ideas in Book I Part 4 and Baxter (2009) thinks that the problem Hume faces is with his general account of identity. 
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